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PURPOSE OF THE PROJECT AND MANUAL 
 

This manual is a practical guide for colleagues at the Language Centre who want to use AI agents to 

design and improve language tests and teaching materials. It translates assessment principles and 

AI concepts into concrete steps, examples, and templates you can adapt to your own courses. 

The project behind this manual focuses on building a reusable “pattern” for test design with AI: a 

shared dataset, a shared knowledge base, and shared prompt templates. The idea is that once this 

pattern exists, anyone can plug in their course materials and specifications and still benefit from the 

same quality safeguards and workflows. Instead of each teacher inventing their own prompts from 

scratch, there could be a common starting point that reflects accepted principles of language 

assessment such as validity, reliability, and fairness. 

Using this manual should help you speed up test and materials production without sacrificing 

quality. The agent is meant to act as a disciplined “test‑building colleague” who remembers your 

constraints, proposes items and tasks that match the CEFR level and course outcomes, and flags 

potential issues for you to review. 

If you use this manual as intended, you should be able to: 

» set up a test-design agent on your chosen platform (Custom GPT / Gemini Gem / Mistral), 

» connect it to an approved knowledge base (whitelist), 

» generate draft tasks that are aligned with the required level and syllabus, 

» run a structured QC check before human review, 

» store and annotate final items in a way that supports reuse and versioning. 

In other words, the goal is to make high-quality test creation repeatable, scalable, and less 

dependent on individual habits, while still respecting professional judgement. 

At the same time, this manual is not a replacement for test specifications, professional judgement, 

or human review. The manual also does not remove the need for systematic quality control 

procedures. Every AI‑generated item must still be checked for accuracy, level, bias, clarity, and 

alignment with your syllabus before it appears in an exam or official assignment. Human‑in‑the‑loop 

review, piloting where possible, and regular moderation remain essential. The agent supports these 

processes but cannot replace them.  
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GLOSSARY 
• Agent 

A configured assistant that follows instructions consistently, often with tools, memory, and 

workflow steps. 

Why it matters: you want a predictable “test-building colleague,” not a chatty helper. 

• Token 

A chunk of text a model reads / writes (not the same as a word). 

Why it matters: context limits >> how much source text and drafts you can include at once. 

• Context window 

The maximum number of tokens the model can consider in one go (system prompt, previous 

messages, uploaded documents, etc.). 

Why it matters: long course materials may need retrieval instead of pasting. 

• Placeholder 

Temporary marker text such as [COURSE NAME] or [CEFR LEVEL] that shows where you will 

later insert your own information in a template or prompt. 

Why it matters: placeholders make it easy to reuse the same system prompt or checklist 

across courses while keeping course‑specific details editable. 

• Temperature 

A setting controlling randomness: lower >> more predictable; higher >> more varied. 

Why it matters: high-stakes test items usually need low temperature for consistency. 

Practical default: 0.1–0.4 for exam drafting; 0.6–0.9 for brainstorming. 

• Seed 

A value that can make outputs more reproducible (if supported by the tool). 

Why it matters: helpful when you need “Version 3” to be reliably regenerable. 

• Hallucination 

When the model produces plausible but incorrect or unsupported content. 

Why it matters: exam items must be source-grounded; hallucinations >> invalid items. 

• System prompt (instructions) 

The hidden “master instruction” that defines who the agent is, what it should do, and how it 

should respond across all conversations. 

Why it matters: this is where you hard-code test constraints (no repetition, level, topic scope 

etc.). 

• User prompt 

The specific task request for the current run (“Create Task 2 for Unit X…”). 

Why it matters: keeps generation scoped and traceable. 

• Knowledge base / whitelist 

The set of approved documents the agent is allowed to use (e.g., course materials, CEFR 
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descriptors, past tests) and must stay within for high-stakes tasks. 

Why it matters for test creation: keeps items valid, source-grounded, and aligned with what 

students were actually taught; prevents “creative” outside content. 

Practical default: Whitelist-only mode ON for exam writing + require the agent to reference 

which document/section each item is based on (at least internally for review). 

• Tool use / function calling 

When the agent uses tools (search, retrieval, file reading, formatting). 

Why it matters: enables “check against sources,” “generate table,” “run QC checklist.” 

• Guardrails 

Explicit constraints that prevent bad outputs (e.g., “only use provided sources”). 

Why it matters: central for high-stakes assessment integrity. 

• Retrieve / Retrieval 

Pulling relevant passages from provided documents instead of relying on the model’s 

memory. 

Why it matters: keeps items anchored in your current course materials. 

• RAG (Retrieval-Augmented Generation) 

A pipeline: retrieve relevant source text >> generate based on it. 

Why it matters: reduces hallucinations and improves auditability. 

• Source-grounded (response) 

(An answer that is) explicitly based on provided documents (ideally with “where it came 

from”). 

Why it matters: lets you justify item validity and avoid accidental outside content. 

• QC (quality control) pass 

A structured check of item quality (level, ambiguity, keying, distractors, repetition). 

Why it matters: the agent should generate + run QC before you ever see the final. 

• Item bank 

A stored collection of vetted items tagged by topic/level/task type. 

Why it matters: supports versioning without repeating items. 

• Drift 

When the agent slowly changes behaviour/output style over time (updates, memory, 

inconsistent prompting). 

Why it matters: can break standardisation across exam versions. 

• High-stakes vs low-stakes 

High-stakes = consequences for students; requires tighter constraints + review. 

Why it matters: exam creation should default to high-stakes discipline.  
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CORE CONCEPTS YOU NEED BEFORE YOU BUILD 
ANYTHING 
 

Before you set up an agent, it helps to be clear about a few building blocks. These concepts decide 

what your agent can safely do for you, and what must remain in human hands. Most problems 

people experience with AI agents in assessment work are not “technical” problems. They happen 

because the boundaries are unclear: the agent is allowed to improvise, the sources are not defined, 

the task is treated as low-risk, or nobody is sure who makes the final decision. An AI agent is 

basically more than a chat interface. It is a structured environment with layers of information. 

Designing an effective agent means managing these layers so the AI stays focused on your 

pedagogical goals. 

System prompt, user prompt, and memory/knowledge base 
A system prompt is the agent’s job description and rulebook. It defines the role, the goals, and the 

constraints. In this manual, the system prompt is where you place the non-negotiables for test 

creation: alignment with the closed syllabus, staying within approved sources, avoiding repetition, 

producing clear keys, running quality checks, and using specific output formats. It is written once, 

not normally visible to end users, and should change only when you deliberately change the agent’s 

behaviour. 

A user prompt is the concrete task for this moment. A good user prompt does not repeat everything. 

It assumes the system prompt already contains the rules. The user prompt specifies what you want 

today: the section of the exam, the topic, the unit, the target CEFR level, the number of items, and 

any constraints that apply to this run. 

Memory and the knowledge base sit alongside the prompts. Many platforms allow the agent to 

retain information across sessions: preferences, recurring rules, or factual details. This can be 

useful for low-stakes tasks (for example, keeping a preferred style guide or recurring output format). 

For high-stakes assessment, persistent memory needs caution.  

Memory can create two risks in test design: 

» Drift - the agent slowly changes its output style over time because it “learns” from 

inconsistent user instructions or previous drafts in your chatbot environment. 

» Leakage / contamination - the agent reuses content from previous tests, stores items that 

should not be stored, or blurs boundaries between versions. 

“Source‑grounded” x “inspiration‑based” 
A source‑grounded agent builds its answers from specific documents you provide and can point 

back to them. In test design, this typically means items must be traceable to particular units, texts, 

or listening scripts in your courses or to official descriptors such as CEFR. When an item is 
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source‑grounded, you can show where the language or content came from, which helps with validity, 

fairness, and appeals. 

An inspiration‑based agent treats your materials more loosely, mixing them with whatever it 

“knows” from pre‑training. That can be useful for brainstorming topics or finding alternative 

contexts, but it is risky for high‑stakes tests because outside knowledge can get in unnoticed. For 

exam creation, the default should be a whitelist approach. A whitelist is the set of approved 

documents the agent is allowed to use for high-stakes tasks. Depending on the course, this may 

include: 

» the coursebook units and handouts, 

» your own course materials and slides, 

» CEFR descriptors or internal level descriptors, 

» mock tests and past tests, 

» your test specifications. 

Low‑stakes x high‑stakes agents 
Low‑stakes uses include practice quizzes, warm‑up activities, or informal homework tasks. Here, 

the main risks of using an agent are wasted time or slightly odd items, and those risks are limited. 

You can allow more creativity and be more relaxed about strict source grounding. 

High‑stakes uses involve anything with real consequences for students: course exams, placement 

tests, progress tests tied to progression, or certification. In these cases, errors or bias in 

AI‑generated items can affect grades, progression, and students’ trust in the institution. The agent 

must operate under tighter rules: closed syllabus, documented sources, explicit level targets, and 

mandatory human review before any item is used. 

Human‑in‑the‑loop 
For this project, human‑in‑the‑loop is not an optional extra; it is built into how the agent should 

work. The agent’s role is to propose, not to decide. It drafts items, suggests revisions, and flags 

potential issues, but a teacher or assessment specialist always makes the final decision. 

Practically, this means your workflows should always include stages where humans approve, reject, 

or edit items, and where they document important decisions (for example, why an item was rejected 

or how a distractor was changed). 

Before you build your agent, make these decisions explicit: 

» Which rules belong in the system prompt (stable constraints) and which belong in user 

prompts (today’s request)? 

» What is your whitelist, and how will you keep it updated? 

» Is the task low-stakes or high-stakes, and do your settings and workflow reflect that?  
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WHAT IS AN AI AGENT? 
 

For this project, an AI agent is a configured assistant with a clear role, rules, and access to specific 

resources, designed to carry out multi‑step work on your behalf - in this case, helping you design test 

materials. You decide what it is allowed to see (your whitelist), how it should behave, and how much 

initiative it can take; the platform then enforces these settings every time someone uses the agent. 

It is important to note that AI agents are labelled in various ways across platforms, e.g. ChatGPT 

agents are “Custom GPTs”, Gemini calls their agents “Gems”. 

A “plain” chatbot is essentially a question–answer tool. You type a prompt, it produces a reply, and 

the interaction normally ends there. Chatbots are reactive, have little or no long‑term memory, and 

cannot reliably follow a workflow from start to finish yet. By contrast, an AI agent is built for tasks, 

not just conversation: it can follow a persona (“test‑design co‑author”), remember relevant context 

within a session or across sessions, call tools such as search or retrieval, and move through a 

sequence of steps. 

In practice, a test‑design agent combines several layers. The persona and system prompt define 

who the agent is and what its job is. Tools (like retrieval from your course documents, formatting into 

tables, or exporting item banks) let it work with real data rather than inventing everything from 

scratch. Memory settings control what it can retain over time: for high‑stakes use, you will usually 

limit this, so the agent does not “learn” from unpublished exam versions or carry sensitive content 

between courses. 

There are a lot of features you can define in the system prompt, or instructions for such an agent, 

such as temperature, formality, verbosity, empathy level, guardrails, fact-checking mode, user 

persona, bot persona, language preference, tool integration, structure of the output, citation 

style, etc. For test design, it helps to be explicit about the main settings you control and what they 

do. 

Temperature 
Temperature controls how predictable or varied the agent’s output is. Low temperature values 

(around 0–0.3) make the agent choose very likely words, which is useful when you need stable 

formats, clear keys, and minimal surprises in exam drafts. Higher values (around 0.6–0.9) make the 

agent more exploratory and creative, which can be useful when brainstorming topics, contexts, or 

alternative phrasings, but less suitable for final high‑stakes items. 

Tone and formality 
Tone settings describe how the agent should sound: neutral, warm, formal, informal, more 

conversational, or very concise. In assessment work, you usually want a professional but 

approachable tone in explanations to teachers, and a clear, neutral tone in texts shown to students. 
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Verbosity 
Verbosity controls how much the agent says when it answers. For item generation, you typically want 

compact outputs in a predictable structure (stem, options, key, tags) and only short justifications. 

For training materials or workshops, you might temporarily increase verbosity, so the agent explains 

its reasoning, comments on item quality, or provides step‑by‑step feedback to teachers. 

Persona and role 
Persona settings define who the agent is supposed to be in the interaction: for example, 

“CEFR‑aligned test‑design co‑author” or “supportive materials‑design assistant”. A well‑defined 

persona helps the agent stay within its scope - focusing on exam structure, level, and language 

quality - rather than drifting into general teaching advice or comments that are outside the aim of the 

tool. 

Guardrails and safety rules 
Guardrails are explicit constraints on what the agent may and may not do: for example, “only use the 

provided documents,” “never invent student data,” or “do not output answer keys in materials 

intended for students.” For high‑stakes tests, guardrails should support your assessment policies by 

blocking unsafe actions, reducing hallucinations, avoiding taboo topics and areas, and ensuring the 

agent respects the whitelist and your institution’s ethical guidelines. 

When you define these efficiently, you turn a generic chatbot into a predictable test‑design partner 

that behaves the same way for different colleagues and across semesters.  
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PRINCIPLES OF LANGUAGE TEST AND MATERIALS 
DESIGN 
 

This manual focuses on AI agents and workflows, but the agent is only as good as the assessment 

principles behind it. If those principles are unclear, the agent will still produce polished-looking 

tasks that do not measure what you intended, or that introduce avoidable bias and inconsistency. 

This chapter summarises the core principles the test-design agent should support and the human 

author should apply during review. 

Validity 
Does the item actually test what it claims to test? 

In language assessment, validity is a set of alignment decisions that must hold together: 

» The task matches the intended skill. 

» The task content stays within the course scope (topic and terminology students were 

prepared for). 

» The task demands the right kind of language processing. 

» The scoring key reflects the construct (the “right answer” is right for a defensible reason). 

For AI-assisted design, validity means two practical things. First, the agent must work from a closed 

syllabus (your whitelist) so that content is appropriate. Second, the agent must label what each item 

is intended to measure, so the reviewer can check the match quickly. 

Reliability 
Would students of similar ability get similar results if they took equivalent versions of the test? 

Reliability depends on stable task difficulty, clear instructions, unambiguous keys, and consistent 

marking rules. 

A test-design agent can support reliability by producing consistent formats, running a QC pass for 

ambiguity, and flagging items that may have multiple correct answers. 

Alignment 
For the purpose of this manual, alignment is the link between three things: the CEFR level (the 

complexity of the text, the cognitive demand of the task, the density of new language, and the type of 

processing required), your course learning outcomes, and the topics and task types you choose 

for assessment. 

For AI‑assisted test design, alignment becomes part of the instructions: the agent needs to know the 

target CEFR level, the skill focus, the communicative purpose, and the allowed topic range. When 

alignment is clear, both humans and agents can propose tasks that feel coherent with what students 

did in class, which supports validity and positive washback. 
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Item writing basics 
The following principles should guide both item generation and item evaluation in AI Agent system 

prompt / instructions. They can also be turned into a quality-control checklist. 

NON-GUESSABLE WITHOUT KNOWLEDGE 
A good item should not be solvable by superficial pattern recognition, elimination tricks, or guessing. 

Of course, multiple-choice items always contain some level of guessing, but the aim is that the 

correct answer is clearly supported by language knowledge or comprehension, not by cues in the 

options. 

Common “guessability” problems include: 

» options with noticeably different length or style, 

» one option that is much more specific than the others, 

» repeated wording from the stem only in the correct answer, 

» distractors that are obviously wrong or irrelevant. 

NO REPETITION 
Repetition undermines validity and can distort scores. Repetition can mean: 

» using the same tested lexical item twice within a test and across versions, 

» repeating the same distractor logic, 

» reusing the same scenario or text in a way that makes answers predictable. 

For AI agents, repetition is a known risk because the model tends to reuse patterns. The solution is 

procedural: maintain an item bank, tag items properly, and include explicit anti-repetition rules in 

the system prompt and QC stage. 

CLEAR KEY AND SINGLE DEFENSIBLE ANSWER 
In closed-response items, the correct answer should be clearly defensible. If two answers could be 

argued as correct, the item is flawed unless the task is explicitly designed for multiple correct 

options. 

ONE CONSTRUCT AT A TIME 
Each item should target one main thing. If an item simultaneously requires difficult vocabulary, 

complex syntax, and specialised background knowledge, it becomes unclear what you are 

measuring. This reduces validity and reliability. 

PLAUSIBLE DISTRACTORS, NOT TRAPS 
Good distractors are plausible for the right reasons: they reflect common learner errors, typical 

confusions, or near-synonyms, not random wrong answers. A trap distractor is designed to trick 

students through ambiguity, misleading wording, or obscure exceptions. Traps create frustration and 

reduce trust. You should be able to explain why a student might choose it. When you later evaluate 

AI‑generated items, these same principles become your checklist: does this task really test the 

intended construct at the right level, in a fair and transparent way, without rewarding guessing or 

tricking students?   
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DATASET AND KNOWLEDGE-BASE STRUCTURE 
 

A dataset for our purpose is a structured collection of examples and rules that the agent can use 

as reference. For test design, that material should not be a random folder of PDFs, but a structured 

knowledge base with clear boundaries and labels. The goal is to make it easy for the agent to find 

good models and for humans to trace where each item came from.  

When you prepare the dataset, it is worth investing a little time in formatting. Use plain formats such 

as .md (Markdown) or .txt rather than complex Word or PDF files, and keep layouts simple - clear 

headings, bullet lists, and consistent labelling of stems, options, keys, and tags. If your source 

materials are only available as PDFs, export key parts into a clean .txt/.md summary for the agent. 

These formats are easier for language models to process, reduce token consumption, and make it 

more likely that the agent will recognise your structure and follow it reliably across many items. 

WHAT GOES INTO THE DATASET 
For this project, a dataset means a curated collection of examples and rules that the agent can learn 

patterns from. 

Annotated test items 
These are real, usable items with the information a reviewer needs to understand and reuse them. 

“Annotated” means the item is not just the student-facing question. It also includes key information 

such as the correct answer, distractor logic, level, tags, and a short rationale. 

Study materials 
In this project, course materials are included primarily to define what can be tested. They outline the 

expected language range: core terminology, typical phrasing, relevant contexts, and the level of 

complexity students encountered during the course. The agent should treat these materials as the 

reference point for item content and wording, so that exam tasks reflect what students were actually 

prepared for. 

Tags and metadata 
Tags are what make the dataset usable over time. Without tagging, you end up with a folder of items 

that cannot be searched or filtered. Tags also support anti-repetition logic and balanced test 

coverage. 

Output format examples 
For agent design, examples matter. A good dataset does not only contain “final items”; it also 

contains examples of requests and the expected format of outputs. This is especially important 

when the team wants the agent to produce outputs in a specific template. 

The aim is not to upload every document you have ever used, but to select representative materials 

that show the kind of test you want the agent to co-author. 
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APPROVED SOURCES (WHITELIST) 
The whitelist is the set of documents the agent is allowed to use and stay within for high-stakes test 

creation. The whitelist may include: 

» coursebooks and handouts used in class. 

» your own lecture slides and language focus sheets. 

» vocabulary lists, glossaries, or terminology sets used in the course. 

» CEFR descriptors and/or internal level descriptors. 

» test specifications, blueprint documents, and marking criteria. 

» past exams and mock tests. 

The whitelist principle is not about limiting creativity. It is about protecting validity and fairness. If 

students are assessed on what they were taught, then the agent must operate inside that boundary 

by default. If the agent cannot locate a concept or language point in the whitelist, it should either ask 

for the source or warn that the request may be outside scope. 

THREE DATASET TYPES 
To keep things manageable, it helps to separate your data into three logical “mini-datasets” that play 

different roles: 

1. Item dataset 

This is your growing item bank. The item dataset is the structured item bank. It contains 

tested or review-ready assessment items and the information needed for reuse and quality 

control. 

A single entry in an item dataset typically includes: 

» item ID (unique identifier) 

» correct key (and accepted alternatives if relevant) 

» short rationale for the key 

» distractor logic (why each distractor is plausible / what error it targets) 

» CEFR level (or internal level) 

» skill focus 

» topic / unit / syllabus location 

» task type (MCQ gap-fill, matching, note completion, short answer, mediation 

brief, etc.) 

» difficulty indicator (e.g. easy / standard / challenging within the level) 

» source reference (which document and where it comes from) 

» versioning notes (if adapted from an older item) 

This is the dataset that supports consistency and reuse. It also supports anti-repetition, because 

you can track what has already been used. 

2. Instruction dataset 

This is a collection of prompt templates, rules, and worked examples. Think of it as the 

“methodology” dataset: 
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» templates for generating items (“Create 4 B2 reading items from this text 

with…”), 

» rules for stems, options, and keys, 

» rules for distractor design (common learner errors, plausible alternatives, avoid 

cues), 

» examples of good vs weak items (with brief comments). 

The instruction dataset matters because it reduces drift. If each teacher invents their own 

prompting habits, outputs become inconsistent. If the agent is trained on shared templates and 

rules, outputs become predictable and easier to review. 

3. Context dataset 

This consists of raw or lightly edited material the agent can turn into tasks. The agent should 

treat this as the pool it draws on when creating new items, in line with your closed syllabus: 

» Listening briefs and scripts. 

» Short case studies. 

» Mediation scenarios and role-plays. 

» Reading texts that have been vetted for level and suitability. 

ANNOTATION AND TAGGING SCHEME 
Tagging is the difference between a resource and a pile of text. If your dataset is shared, tagging also 

supports team collaboration: colleagues can search, filter, and assemble balanced tests without 

guessing what an item targets. At a minimum, each item or text should have: 

» Level (e.g. B1, B2; plus “borderline B2/C1” if relevant). 

» Skill (reading, listening, speaking, writing, mediation, vocabulary, grammar). 

» Task type (MCQ, matching, gap-fill, note-completion, short answer, etc.). 

» Topic / domain (e.g. academic skills, workplace, legal English, everyday life). 

» Difficulty (easy / medium / hard, or a numeric scale if you have one). 

» Source reference (coursebook unit and page, internal document ID, CEFR descriptor, 

etc.). 

You can add more tags if they are useful for your context (e.g. “focus on connectors”, “email 

conventions”, “listening - radio interview format”). The important thing is to be consistent, so that 

both humans and agents can filter and assemble balanced papers later. 

KEEPING MATERIALS UPDATED AND VERSIONED 
The manual assumes that course materials change. That is normal. The question is not whether 

materials change, but whether the agent and dataset can survive those changes without losing 

consistency. 

Version your knowledge base 
When you update course materials, keep a clear version label (semester/year). The whitelist should 

reflect what students actually had access to. If a unit changes significantly, items linked to the old 

version may need review. 
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» When you update an item (e.g. fix an ambiguous distractor), record what changed and 

why. 

» Retire flawed items instead of silently overwriting them, especially if they were already 

used in exams. 

» Schedule periodic reviews (e.g. once per semester) to add new materials, remove 

outdated topics, and re-tag items where course outcomes have changed. 

For AI use, make sure obsolete items or specs are removed from the active whitelist so the agent 

cannot accidentally resurrect them. A small amount of discipline here pays off later when you want 

to reuse items, compare versions across years, or demonstrate that your AI-assisted tests are still 

grounded in up-to-date course content and assessment principles. 
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AGENT DESIGN 
 

An effective test-design agent is not defined by a single clever prompt. It is defined by a clear job 

description, a small number of non-negotiable rules, and a shared understanding of what “good 

output” looks like. 

Primary goals 
For this project, the agent has three main jobs: 

» Co-author of test items - propose draft tasks that match your specs, rather than writing 

whole exams on its own. 

» Quality gatekeeper - flag potential problems in human-written or AI-generated items. 

» Assistant for item banks: help you tag, sort, and re-use items so that building new 

versions becomes easier over time. 

If a feature does not serve at least one of these goals, it probably does not belong in the core design 

of the agent. 

Success criteria 
To know whether the agent is doing its job, you need visible success criteria. At minimum, define: 

» What a “good” output looks like. A good item produced by the agent should meet these 

conditions: 

o In scope: content and terminology stay within the whitelist and the closed 

syllabus. 

o Aligned: the item matches the target CEFR level and the intended skill. 

o Single construct: it tests one main thing at a time. 

o Defensible key: there is one correct answer (unless explicitly designed 

otherwise). 

o Plausible distractors: distractors reflect realistic learner confusions, not random 

wrongness. 

o No cues: the correct answer is not signposted by length, wording, or repetition 

patterns. 

o Clear language: the stem and options are readable and not needlessly complex. 

o Reusable metadata: tags and source reference are provided. 

» What a “bad” output looks like (hallucinated content, off-level language, missing keys, 

trick distractors, tasks that ignore the whitelist). 

» Process-level success criteria - good output is not only the item itself. It is also the 

agent’s behaviour around the item: 

o It follows the requested output template without needing reminders. 

o It performs a QC pass and clearly flags issues. 

o It asks short, relevant questions when information is missing (level, unit, task 

type). 
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o It does not invent sources or pretend certainty. 

o It keeps the user in control: it proposes and explains, but does not “decide”. 

Risk assessment 
A high-stakes test-design agent must be designed around predictable failure modes. 

Hallucinations (invented but plausible content) 

The agent may produce language, facts, or terminology that sounds appropriate but is not supported 

by your materials. This is why whitelist grounding and provenance are central. 

Bias and unfair framing 

The agent may produce contexts that unintentionally rely on stereotypes, culturally specific 

assumptions, or irrelevant background knowledge. Bias can also appear through repetitive role 

assignment (who is the manager, who is the assistant, who is at fault), or through uneven domain 

selection. 

Leakage of answers and sensitive content 

If the agent stores or reuses content from previous drafts, it may unintentionally recreate items that 

were meant to remain secure. Leakage can also occur when teachers ask the agent to generate 

“student version” and forget to remove the key, or when the agent outputs keys by default. 

Over-complexity and drift 

A common failure mode is an agent that tries to do too much: long explanations, multiple alternative 

formats, excessive creativity, or inconsistent task types. Over-complexity makes review slow and 

may cause drift. 

False confidence 

The agent may present output as correct without signalling uncertainty, especially around level 

judgements or borderline keys. For assessment work, it is better to have cautious warnings than 

confident guesses. 

Your design should specify how the agent helps reduce these risks: for example, by always checking 

against the whitelist, refusing to output keys when generating student-facing materials, or flagging 

items whose content is not clearly supported by source documents. 

Role, tone, and interaction style 
For this project, the role should be explicit and stable. A recommended role description is: 

You are a “Test design co-author and quality gatekeeper”. You generate draft test items and 

tasks within an approved whitelist, follow the closed syllabus, and run a structured QC pass 

before presenting output. You do not publish final items; the human author approves, edits, or 

rejects. 

This role description should appear in the system prompt. 
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Tone and interaction style 
Tone in the system prompt of an agent influences usefulness. The recommended interaction style 

may be: 

» Pedagogically strict: the agent prioritises rules over pleasing the user. It should not 

“helpfully” ignore constraints. 

» Concise: short explanations, clear templates, minimal commentary. 

» User in control: the agent proposes options, flags issues, and asks targeted questions; 

it does not proceed on assumptions when key information is missing. 

» Transparent about limits: if the agent cannot confirm something from the whitelist, it 

says so and requests the source. 

A strict tone is not unfriendly. It is simply aligned with the reality of assessment work. 

Hard constraints for high-stakes use 
For high-stakes tests, certain rules must be treated as non-negotiable and encoded clearly in the 

agent’s instructions: 

» Source-grounded: all items must be based on documents in the whitelist; no free 

invention of texts or scenarios for exam use. 

» Closed syllabus: do not introduce language, topics, or formats that students could not 

reasonably expect from the course materials and specs. 

» Human sign-off: no item is “final” until a teacher or assessment specialist has reviewed 

and approved it; the agent never declares an exam ready on its own. 

These constraints should be stated explicitly in the system prompt and, where possible, reinforced 

through platform settings (e.g. disabling web search for high-stakes agents, limiting access to 

non-whitelist content). 

Core rules 
The following rules belong in the system prompt and should also be reflected in QC. Finally, you can 

translate your assessment principles into a set of concrete rules the agent must follow. Typical 

examples include: 

» Closed syllabus rule: only test content that appears in the provided materials or 

descriptors. 

» Lexical attestation rule: every tested lexical item must be traceable to at least one 

specified unit or text. If unsure, the agent should flag: “Lexical attestation unclear—please 

confirm source.” 

» Domain balance rule: when generating a whole paper, distribute topics across key course 

domains instead of over-focusing on one. 

» Task archetype rule: use only specified task types and formats; do not invent new exam 

formats unless explicitly asked. 
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» Non-repetition rule: avoid reusing the same stems, texts, or distractors within a paper or 

across versions in the same academic year, unless the user explicitly requests a revision of 

an existing item. 

» Anti-guessability rule: avoid cues such as inconsistent option length, extreme wording, or 

obviously irrelevant distractors; items should require the targeted knowledge or skill. 

Stating these rules in the system prompt, and repeating them in your QC checklist, helps ensure that 

both the agent and the human reviewer are working to the same standard.  
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SYSTEM PROMPT TEMPLATE FOR THE AGENT 
 

The aim is not to write one “perfect prompt” and never touch it again. The aim is to offer a stable 

structure that colleagues can reuse across courses and departments, while still allowing course-

specific settings (level, skills, formats, topic scope, and whitelisted sources). 

A system prompt is the agent’s job description and rulebook. For assessment work, it should be 

written like a short internal policy: clear role, clear boundaries, clear output format, and a built-in 

checking routine. The agent should behave like a careful colleague: it drafts within the approved 

scope, flags risks, and makes review easy. 

AI-ASSISTED SYSTEM PROMPT DESIGN 
The good news is that you do not have to draft the system prompt alone. A reliable way to build 

system instructions is to use AI to draft them from your own constraints and then edit the result. In 

practice, you can paste the “master prompt” provided below into a chatbot, answer a short set of 

questions about your course (level, skills, formats, whitelist scope, repetition rules), and obtain a 

first version of the agent instructions. You then adjust wording, add local requirements, and test the 

agent on a few items before sharing it with colleagues. 

META-PROMPT FOR DESIGNING YOUR OWN TEST-DESIGN AGENT 
Copy and paste this into a chatbot when you start designing a new agent: 

You are an expert in language assessment and AI-assisted test design. Help me write a system 

prompt for an AI agent that will act as a Test-Design Co-Author and Quality Gatekeeper. 

1. Ask me targeted questions about: 
» the course (level, skills, outcomes, topic scope) 
» test formats and task types 
» whitelist documents (course materials, CEFR descriptors, specs, past exams) 
» skills assessed (e.g., reading/listening/mediation/vocabulary/grammar) 
» topic scope and any taboo/out-of-scope areas 
» whether the agent may create new contexts (and under what limits) 
» output template requirements (what sections the agent must always output) 
» anti-repetition needs (within paper / across versions / across semesters) 
» whether keys should ever be suppressed (student-facing mode) 
» any institutional constraints (fairness/accessibility requirements, moderation) 
» preferred tone, verbosity, and output format (tables, tags, rationale sentences). 

2. After you have enough information, draft a system prompt that includes the following 
headings: 
» ROLE, GOALS, WHITELIST & SCOPE, HARD CONSTRAINTS, METHOD, OUTPUT 

FORMAT, QC CHECKLIST, TONE & INTERACTION. 
The system prompt must clearly encode: 
» the non-negotiable rules for high-stakes test design (source-grounded, closed 

syllabus, human sign-off, non-repetition, anti-guessability, no keys in student-facing 
outputs unless explicitly requested), 

» how to use the whitelist and how to behave when a request is out of scope (warn, ask 
for the source, do not improvise), 
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» item-writing rules (one construct at a time, clear and defensible key, plausible 
distractors, no tricking, avoid cues), 

» rules for quality-checking existing items (identify and flag ambiguity, off-level 
language, weak distractors, scope violations, fairness issues, formatting problems), 

» the required style and structure of outputs (fixed templates, tags, source references, 
and brief rationales). 

Show the draft system prompt in a clearly formatted block so I can copy-paste it into my agent 
platform. Then suggest 3–5 example user prompts that match the system prompt. 

 

You can actually use this manual when designing your system prompt. Add this instruction to 

the meta prompt above: “Use the uploaded ‘AI Agent Design Manual’ as your primary reference 

for constraints, rules, and workflows; follow its recommendations strictly.” 

The model will then read from the manual and propose a system prompt that is consistent with your 

own document, which you can edit and then paste into the actual agent configuration 

SYSTEM‑PROMPT TEMPLATE 
Once you have answers from the meta‑prompt, you can plug them into a template like this 

(placeholders in square brackets): 

SYSTEM PROMPT 
Role and stance 
You are a Test-Design Co-Author and Quality Gatekeeper for the course [course 
name] at [institution], targeting [CEFR level(s)]. You collaborate with the teacher to design and 
review exam items, but the teacher always makes final decisions. 
Goals 

1. Generate draft test items and tasks that match the course outcomes, CEFR level, and 
approved formats for [skills / papers]. 

2. Run a structured quality-control (QC) pass on items (whether written by humans or by 
you) and flag problems clearly. 

3. Help maintain a consistent item bank by applying tags and noting source references for 
each item. 

Approved sources (whitelist) 
• Treat the following as your only content sources for high-stakes items: [list of 

coursebooks, handouts, internal materials, CEFR descriptors, specs, past papers]. 
• When you create or review an item, always indicate which source(s) it is based on 

(coursebook unit/page or document ID). 
• If a user asks for content that you cannot link to the whitelist, warn: “This request may be 

outside the closed syllabus—please provide a source or adjust the topic.” 
Hard constraints for high-stakes use 

• Closed syllabus: do not introduce language, topics, or formats that students could not 
reasonably expect from the course and specs. 

• Source-grounded: do not invent texts, facts, or terminology for exam use; derive them 
from the whitelist. 

• Non-repetition: avoid reusing stems, texts, or distractors from previous items unless the 
user explicitly asks to revise a specific item. 

• Student-facing mode: when asked for student materials, output a clearly labelled 
STUDENT VERSION and suppress all teacher notes (keys, rationales, distractor logic, QC 
comments). 

• Avoid personal data and avoid sensitive or stereotyped contexts. 
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• Human sign-off: never state that an exam is final; always remind the user that human 
review is required before use. 

Methodological rules for item generation 
• Test one main construct per item (e.g. reading for detail, understanding gist, control of a 

specific structure). 
• Use clear stems, avoiding trick questions and unnecessary complexity in instructions. 
• Make distractors plausible by basing them on realistic learner errors or 

misunderstandings, not on nonsense. 
• Avoid guessability cues such as one option being much longer, using extreme words 

(“always”, “never”) only in the key, or repeating key wording from the text only in one 
option. 

• Ensure there is a single defensible key unless the task is explicitly designed for multiple 
correct answers. 

• Tag each item with: level, skill, task type, topic/domain, difficulty 
(easy/standard/challenging), and source reference. 

Special notes for listening tasks and ESP/mediation contexts 
• Listening: specify the assumed audio type (e.g. interview, lecture, announcement). Ensure 

items can be answered from the script alone without needing outside world knowledge. 
• ESP and mediation: use scenarios and terminology consistent with [domain, e.g. legal 

English, academic English] as presented in the course materials; avoid niche 
sub-domains not covered in the course. 

OUTPUT FORMAT (ALWAYS USE THIS STRUCTURE) 
For each item/task, output: 

• Item [#] 
• Task type: [TASK TYPE] 
• Level: [CEFR] 
• Skill: [SKILL] 
• Topic/unit: [TOPIC/UNIT] 
• Student-facing task: [STEM / TEXT / QUESTION] 
• Options (if applicable): A) … B) … C) … D) … 
• Key (teacher only): [ANSWER] 
• Rationale (teacher only): [1–2 lines] 
• Distractor logic (teacher only): [brief: why each distractor is plausible] 
• Tags: level / skill / topic / task type / difficulty 
• Source reference: [DOCUMENT + location] 
• QC flags: [OK] or [list issues + suggested fix] 
• At the end of the set, include: 

Set-level QC: repetition check + balance check + any risks noticed. 
QC CHECKLIST (RUN BEFORE OUTPUT) 

• In scope (whitelist and closed syllabus)? 
• Level and skill match plausible? 
• Key unique and defensible? 
• Distractors plausible and cue-free? 
• Clear wording and instructions? 
• Any fairness concerns or irrelevant background knowledge? 
• Any repetition/overlap in this set? 
• Source reference provided? 

If any item fails, flag it and propose a revision. 
QC BEHAVIOUR 
When asked to review items, follow this pattern: 

1 Restate each item very briefly. 
2 Check scope, level, construct, key, distractors, language clarity, and repetition. 
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3 For each issue, flag it explicitly and propose a revision. 
4 At the end, give a short summary: “Recommended actions before use: …”. 

Tone and output format 
• Be pedagogically strict, concise, and structured. 
• Prefer bullet points or simple tables over long prose. 
• When in doubt about level, scope, or source, ask a short clarifying question instead of 

guessing. 
END SYSTEM PROMPT 

 

You can adapt this template to your own context, but try to keep the structural features (role, goals, 

whitelist, constraints, methodological rules, QC behaviour, tone). 

In the agent itself, you can also upload this manual as one of the whitelist documents, so that: 

» Teachers can ask the agent meta‑questions (“Remind me of the non‑repetition rule”), 

and 

» The agent can quote or summarise the manual’s rules when explaining its decisions. 

In the agent’s system prompt, add this instructions: “Always follow the rules and procedures 

defined in ‘AI Agent Design Manual’. When in doubt about constraints, consult that document 

and state which section you used.” 

DOS AND DON’TS WHEN EDITING PROMPTS 
» DO: customise course specific details (name, level, skills, formats, whitelist documents). 

» DO: add local constraints (e.g. “use British English spelling”, “never reference internal 

student data”). 

» DO: keep the non-negotiables together in one section so they are easy to review and update. 

» DO: Use "Negative Constraints" (e.g., "Do NOT use idioms"). AI often follows negative 

instructions better than vague positive ones. 

» DO: Provide 2–3 "Few-Shot" examples of perfect items within the prompt. 

» DON'T: delete core safeguards such as closed syllabus, source grounding, non-repetition, 

and human sign off just to “make the agent more flexible”. 

» DON'T: Use overly "flowery" or polite language in the system prompt. Be direct and 

technical. 

» DON'T: Overload the prompt with too many secondary goals. If an agent needs to do five 

different things, it might be better to build two separate agents. 

EXAMPLE USER PROMPTS 
When your system prompt is in place, teachers can use simple, repeatable user prompts such as: 

» “Generate 5 B2 reading comprehension MCQs based on [source: unit X, text Y]. Target 

reading for detail, avoid repetition with items [IDs, if relevant], and tag each item.” 

» “Review the following 8 listening items for [exam section]. Check level, construct, key, 

distractors, and repetition; suggest specific edits where needed.” 

» “Adapt these 4 B1 mediation tasks for a B2 exam, keeping the same topics but increasing 

language and processing demands appropriately.” 



 

©CJV MUNI 2025 26 

» “From the whitelist, propose 3 new contexts for gap‑fill vocabulary items on [topic], then 

generate one item per context with tags.” 

» “Take the following teacher‑written items and add full metadata (tags, difficulty, source 

reference) plus a one‑sentence rationale for each key.” 

These examples show how the system prompt and user prompts work together: the system prompt 

defines the agent’s job and boundaries, while user prompts specify today’s task within that safe 

frame. 
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QUALITY CONTROL AND HUMAN-IN-THE-LOOP 
 

AI can speed up drafting and improve consistency. However, even the best‑designed agent does not 

remove the need for expert review. Quality control is the stage where you decide whether an item is 

good enough for real students, needs revision, or should be rejected. 

REVIEW CHECKLIST BEFORE ITEMS GO LIVE 
Before any AI-generated (or AI-reviewed) item appears in an exam or official assignment, it should 

pass a structured review. 

Evaluation checklist (for rapid review) 

When you evaluate an agent’s output, use a short checklist. For example: 

» Is it within the whitelist and closed syllabus? 

» Are the target level and skill clear and plausible? 

» Is the key unique and defensible? 

» Are distractors plausible and cue-free? 

» Is the item free from repetition/overlap in this set? 

» Are tags and source reference present? 

» Are any fairness concerns visible in the context or assumptions? 

» Is the output formatted as requested? 

If several items fail in the same way (e.g. level too high, missing tags), update the agent instructions 

or dataset instead of fixing everything manually. 

PILOTING ITEMS AND BUILDING A VETTED ITEM BANK 
Piloting is the most reliable way to detect problems that are not obvious on paper: ambiguity, 

unexpected interpretations, time pressure, or distractors that do not behave as intended. Formal 

piloting is not always feasible, but even lightweight piloting improves item quality. 

Low-effort piloting options include: 

» using new items in a low-stakes quiz or revision activity, 

» asking colleagues to answer and justify independently, 

» collecting quick student feedback (“Which item felt unclear?”), 

» checking basic item statistics if your platform provides them (e.g., which distractors were 

chosen). 

Items that pass both piloting and expert review can be marked as “vetted” in your item dataset. Over 

time, this vetted set becomes your vetted item bank for building new versions, and you can instruct 

the agent to prefer vetted items or their patterns when proposing new material. 

A practical status system for vetted item bank could be: 

» Draft (generated, not reviewed) 
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» Reviewed (approved for possible use) 

» Piloted (trialled in low-stakes conditions, notes recorded) 

» Used (appeared in a real exam) 

» Revised (updated with version note) 

» Retired (do not use again)  
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PLATFORM-SPECIFIC SETUP (CUSTOM GPT / GEMS / 
MISTRAL) 
This chapter is about implementation: where the agent “lives”, what you can upload, and how to 

share it safely. The exact buttons change over time, but the setup logic stays stable: (1) write 

instructions, (2) attach an approved knowledge base, (3) control tools and sharing, (4) test and 

document what you built. 

For this project, three realistic hosting options are: 

Custom GPT (OpenAI) 
You create a “GPT” in the builder, paste your system prompt into the Instructions field, and attach 

your dataset as knowledge files. Plus or institutional access is needed to build; others can usually 

use the agent via a link if they have a free account.  

 

Use the "Configure" tab (not the "Create" chat) to set your instructions, upload your whitelist, and 

disable "Web Search" if you want a strictly grounded agent. 
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Gemini Gem 
You create a custom “Gem” with long instructions and attach files or connect to Google Drive. Gems 

are good when you want very long instruction text and tight integration with Docs/Drive for materials 

and item banks. 

 

 

Mistral Agent 
In Mistral’s interface you define an Agent and connect it to one or more Libraries. Libraries store your 

uploaded files and act as the whitelist. This setup is useful if you want a large, reusable repository of 

course materials and tests. 
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You can implement the same system prompt template on all three; the main differences are file 

limits and sharing options. 

Instruction and knowledge‑base limits 
Each platform has its own practical ceiling for instructions and data. The exact numbers change, but 

the patterns are similar. 

COMPARATIVE OVERVIEW OF PLATFORMS: 
AI platforms are evolving quickly and their UI, naming conventions, and usage limits (instruction 

length, file size/count, context windows, sharing options) may change without notice and may also 

vary by subscription plan, institutional setup, or region. The numbers below reflect the state of the 

platforms in January 2026 in the Czech Republic. Before building or sharing a high-stakes test agent, 

verify the current limits and settings in your own account. 

Feature Custom GPT (OpenAI) Gems (Google Gemini) Mistral Agent 

Instruction Limit ~8,000 characters ~30,000 characters ~128,000 tokens 

Knowledge Base Up to 20 files Up to 10 files Up to 100 files 

Context Window Standard (~128k) Very large (up to 2M) Large (~128k) 

Sharing Easy (via link) Easy (via link) Limited/Internal 
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CUSTOM GPT (PLUS SUBSCRIPTION) 
Custom GPTs are excellent for their versatility and ease of use. However, they have the strictest 

character limit for the system prompt. 

» Knowledge: up to 20 files, each up to 512 MB, with a cap of 2,000,000 tokens per 

text/document file. 

» File uploads: 512 MB/file and 2M tokens/file guidance also applies to files uploaded in 

ChatGPT more broadly. 

» Instruction field length: If your system prompt exceeds 8,000 characters, do not try to 

"cram" it in. Instead, save your full instructions as a .md or .txt file and upload it to the 

Knowledge Base. Then, use the System Prompt to say: "Always follow the rules and 

procedures defined in the uploaded Instructions.txt file." 

» Best practice: merge related materials into a small number of well‑structured .md or .txt 

files rather than dozens of tiny attachments. 

GEMINI GEMS (FREE) 
» Instructions: community reports suggest very generous limits (hundreds of thousands of 

characters), which is enough for complex agent instructions plus examples. 

» Files: typical limits around 10–50 files per session, up to roughly 30–50 MB or 1,000–3,000 

pages each, depending on the interface and plan. 

» Best practice: store long documents in Drive and link them; keep the Gem’s own file set 

focused on core course and test materials. 

MISTRAL AGENTS (FREE) 
» Libraries: up to 100 files per Library, each up to 100 MB, with no hard limit on the number of 

Libraries per account. 

» Context window: modern Mistral models support around 128k tokens per interaction, so 

you can work with larger data in one go. 

» Best practice: build one Library per course or exam and treat it as your whitelist. Avoid 

uploading raw exports that have not been cleaned and tagged. 

In all cases, simple .md or .txt with clear headings and tags will be processed more reliably 

than complex Word or PDF layouts. 

File preparation and upload 
Regardless of platform: 

» Clean and compress before upload 

» Remove duplicate pages, blank pages, and legacy versions. 

» Standardise file names, headings and tag conventions (e.g. 2025 Lesson 4 Criminal Law; 

Level: B2; Skill: comparison). 

» Merge strategically 
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» Combine related small files into course‑level or paper‑level bundles to stay under file‑count 

limits while keeping structure clear. 

» Keep very large documents (over 100k tokens or hundreds of pages) split into logical chunks 

(e.g. “Coursebook Units 1–4”, “Past exams 2022–2024”) to avoid partial ingestion problems. 

Test retrieval 

» After upload, ask the agent to locate a specific unit, text, or item. If it struggles to find things 

you know are there, revisit formatting or file splitting. 

Sharing and access 
High‑stakes assessment work requires more caution than a normal teaching bot.  

Define who can edit and who can use: 

» Editors change instructions, add/remove files, and therefore change the agent’s behaviour. 

» Users generate drafts and run QC but should not change the underlying guardrails. 

Even if a platform does not offer perfect role separation, you can implement it operationally: only 

named maintainers update the agent; everyone else uses it. 

Custom GPT: usually share via link; decide whether only your organisation can see it or whether it’s 

public in the GPT store. 

Gems: you can often restrict a Gem to your domain or specific users/groups. 

Mistral: Libraries and Agents can be kept private per account or shared within a team, depending on 

your subscription. 

Change management 
When you update the whitelist or system prompt, note the date and change in a simple log so 

colleagues know which version they are using. 

Practical setup checklist 
When a colleague builds a new agent instance, the steps should look like this: 

1 Paste the system prompt template (role, whitelist rules, QC behaviour, output format). 

2 Upload the whitelist pack (course materials + specs + descriptors + vetted items). 

3 Disable anything that breaks the high-stakes model (e.g., open web browsing) unless you 

have a specific, controlled use-case. 

4 Run a short test set: 

1. generate 3 items from one unit, 

2. run QC on 3 teacher-written items, 

3. check tagging and source references. 

5 Save the agent and record the version (semester/year + maintainer).  
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AGENT DESIGN CHECKLIST AND WORKFLOW 
 

This final chapter is a practical wrap-up: a checklist you can use when building or reviewing a test-

design agent, and a standard workflow for using it responsibly. The goal is to make agent-assisted 

test creation repeatable across colleagues and semesters, without losing the safeguards that matter 

in high-stakes assessment. 

AI Agent Design Checklist 
1 Purpose and scope 

☐The agent’s role is clearly defined (Test Design Co-Author + Quality Gatekeeper). 

☐It is clear whether the use is low-stakes or high-stakes. 

☐The exam structure / blueprint is explicit (papers, sections, task types). 

☐Topic scope is defined (in scope vs out of scope). 

2 Whitelist and source grounding 

☐An approved whitelist (knowledge base) is attached or linked. 

☐It is clear what counts as testable language/terminology for this course. 

☐The agent requires source references (unit/page/document ID). 

☐If a request is out of scope, the agent warns and asks for a source (it does not improvise). 

3 Non-negotiable constraints 

☐Closed syllabus is enforced (no extra topics, no unexpected formats). 

☐Human sign-off is explicit (agent output is always draft). 

☐Non-repetition rule exists (within a paper and across versions when item bank data is 

available). 

☐Anti-guessability is encoded (no cues in options, no “trick” items). 

☐Student-facing mode is safe (no keys/teacher notes unless explicitly requested). 

☐Fairness and accessibility basics are included (avoid stereotypes, irrelevant background 

knowledge, sensitive topics). 

4 Item-writing and QC behaviour 

☐The agent can generate items and quality-check existing items. 

☐QC is a required step in the workflow (not optional). 
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☐The agent flags risks clearly (ambiguity, off-level, weak distractors, scope violations). 

☐The agent uses a predictable output format (templates, tags, brief rationales). 

☐When key inputs are missing (level, unit, task type, number of items), the agent asks short, 

targeted questions instead of guessing. 

5 Practical usability 

☐Outputs are easy to paste into the exam template. 

☐Tags and metadata are consistent (level, skill, task type, topic/unit, difficulty, source 

reference). 

☐There is a clear workflow for storing items (item dataset / item bank logic). 

☐Sharing and edit permissions are defined (who can maintain vs who can only use). 

☐A change log exists (at minimum: date + what changed + who changed it). 

 

Your standard workflow 
STEP 1: DEFINE THE OUTPUT 
Clarify which paper you are building (exam, progress test, quiz), which sections it contains, and what 

the target level and skills are. Decide how many items of each type you need and which topics or 

domains must be covered. 

STEP 2: LOAD OR REFRESH SOURCES 
Make sure the whitelist reflects current course materials. If units or specs have changed, update the 

knowledge base and tags before you start generating items. Remove obsolete files from the active 

whitelist so the agent does not resurrect old content. 

STEP 3: GENERATE DRAFT ITEMS (WITHIN CONSTRAINTS) 
Use focused user prompts to ask the agent for a small batch of items from a given unit or text, not a 

full paper at once. Require it to follow the agreed output template, including tags, source references, 

and brief rationales. 

STEP 4: SELF‑CHECK STAGE (AGENT QC) 
Ask the agent to run its own QC checklist on the batch it just produced: identify scope issues, level 

drift, ambiguous keys, weak distractors, and repetition. Treat this as a first filter, not as final 

approval. 

STEP 5: HUMAN REVIEW AND EDITS 
Use your evaluation checklist to review each item quickly. Edit directly where changes are minor; 

reject items that are fundamentally flawed or off‑construct. If you notice systematic problems, 

adjust the system prompt, examples, or dataset rather than patching endlessly. 
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STEP 6: PILOT / TRY‑OUT AND FEEDBACK LOOP 
Where feasible, trial new items in low‑stakes settings (quizzes, revision sessions, mock tests) and 

gather feedback or simple statistics. Use what you learn to refine items, update tags (e.g. difficulty), 

and, if needed, tighten the agent’s rules for next time. 

STEP 7: FINAL PACKAGING AND BANKING 
Once items are approved, assemble the final paper: tasks in the correct order, answer key, marking 

scheme, and any rubrics or instructions. Record metadata (item IDs, sources, status) and store both 

paper and items in your vetted item bank so that future versions can reuse them. 
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CONCLUSION 
The goal of this manual is not to replace teacher judgement, but to make high‑quality test creation 

more repeatable, more transparent, and less dependent on individual habits. A well‑designed agent 

can draft, check, and organise items at a speed no human can match, but only humans can decide 

what is fair, meaningful, and appropriate for your students. 

Key takeaways: 
• Design once, save time later: A well-structured system prompt is an investment that pays 

off every semester. 

• The first version is never the final one: Testing and iteration are essential parts of the 

design process. 

• High-stakes requires high constraints: Test design is a high-stakes activity; the agent must 

be strictly grounded in your "whitelist." 

• AI generates, YOU decide: The "Human-in-the-loop" principle is non-negotiable. You are 

the expert; the agent is your assistant. 

• Agents are living tools: Update your knowledge base regularly and ask for feedback from 

colleagues to keep the tool relevant. 

As you build and share your agents, remember that these tools are meant to support our 

professional judgment, not replace it. They handle the mechanical labor of drafting and cross-

referencing so that we can focus on what matters most: fair and accurate assessment of our 

students' progress. 
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SOURCES AND DISCLAIMER 
Some content was developed with assistance from generative AI tools, with all final content 

reviewed, edited, and approved by the author. 
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